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The Online Transportation Problem: On the Exponential Bood of One Extra
Server *

Christine Chung Kirk Pruhs Patchrawat Uthaisombut

Abstract

We present a poly-log-competitive deterministic onlingogithm for the online transportation prob-
lem on hierarchically separated trees when the online glgorhas one extra server per site. Using
metric embedding results in the literature, one can theaiolat poly-log-competitive randomized online
algorithm for the online transportation on an arbitrary mniecespace when the online algorithm has one
extra server per site.

1 Introduction

The setting for the online transportation problem is a @ida of & server sites located in some metric space.
Points in the metric space, which represent requests feicgemrrive online over time. Server sifehas a
fixed capacityB; specifying the number of requests that can be handled by.sititer each request arrives,
the online algorithm must irrevocably match that request single server site that has not yet reached its
capacity. Conceptually it is convenient to think Bf as the number of servers at sjteand one of these
servers traveling to a request that is assigned tgjsitdne objective is to minimize the total (or equivalently
average) distance between the requests and their assignved sites.

If the locations of the requests are known a priori, thenithibe standard offline transportation problem
[9, 11]. Many of the applications of the transportation peob are naturally online problems. We give two
examples here. In the first example, the server sites couidebstations, the capacity of a fire station could
be the number of fire trucks stationed there, and the requestd be the location of a fire. The objective
would then be to minimize the average distance that fire srtrelvel. In the second example, the server sites
could be schools, the capacity of a school could be the nugft&udents that the school can handle, and
the requests could be the locations of new students that todfie school district. The objective would then
be to minimize the average distance between students ain@ssggned schools.

1.1 Previous Results

The online weighted matching problem is a special case obtifiee transportation problem in which each
server site has unit capacity. The competitive ratio of gdeterministic algorithm for online matching, and
hence for online transportation, is at leagt— 1 [6, 10]. The metric space in the lower bound instances
that establish this bound is a star. In a star there is a unimpteooint that is a unit distance from all other
points, and all pairs of non-center points, called leaves,distance two from each other. [6, 10] give a
(2k — 1)-competitive algorithm, called Permutation in [6], for ovd matching. However, the competitive
ratio of Permutation for the more general online transpiamaproblem is©(B), whereB = Zle B; is

the aggregate capacities of the server sites [7]. In canf@dshows that the competitive ratio of the natural
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greedy algorithm, that always matches each request to @reayinearest server site with residual capacity,
is 25 — 1 for online transportation.

The fact that the optimal deterministic competitive ratme so high prompted [8] to consider resource
augmentation analysis for online transportation. Resoaugmentation analysis compares the performance
of an online algorithm to the optimal solution with less nes®s. In the context of online transportation,
the resource is the number of servers per site. Se-serverc-competitive algorithmA guarantees that
if A hass - B; servers at each sitgthen the cost ofA’s assignment is at mosttimes the cost of the
optimal assignment assumirng; servers at each sitg [6] show that the greedy algorithm Bserver
©(min(k, log B))-competitive for online transportation. [8] then consglarslightly modified greedy al-
gorithm, that in the cases of approximate ties for the néamwer site, picks a server site that has been
assigned the least requests so far. [8] show that this mddjfeedy algorithm ig-serverO(1)-competitive
for online transportation. One can also see from the ansliysg8] that the greedy algorithm &-server
O(1)-competitive for online transportation.

[3, 12] consider randomized algorithms for the online mitghproblem against an oblivious adversary
that must specify the input a priori. In particular, [3, 18hsider the simple randomized greedy algorithm
that services each request with an unused server site pickiamly at random from the closest server sites.
It is easy to see that the randomized greedy algorith@(isg k)-competitive for online matching in a star.
[3, 12] extend this analysis to show that randomized gree@\(log k)-competitive in(log k)-Hierarchically
Separated Treesog k-HST's). [1, 4] show that for every metric space, there exaésprobability distribution
overlog k-HST's, for which the expected distance between any pairoaftp in a randomly drawiog k-
HST is at mosD(log? k) times the distance between this pair of points in the mepréce. Combining these
two results gives an (log? k)-competitive randomized algorithm (note that this aldguritis not randomized
greedy) against an oblivious adversary for online matclimgn arbitrary metric space.

For a summary of results for online matching problems, afated online network optimization prob-
lems, see [7].

1.2 Our Results

One motivation for considering resource augmentationyaigis that it allows one to show that an algorithm
is competitive, without additional resources, for insemwhere the optimal solution is not so sensitive to
changes in the number of available servers per site. Moreigalg, ans-serverc-competitive algorithm
would bec - d-competitive on instances where a factorsoéhange in the number of servers per site does
not change the optimal cost by more than a factod.ofThe smallest resource augmentation considered in
[8] was doubling the number of servers per site. Our main aéne is consider the effect of more modest
resource augmentation. More precisely, we consider tleetedf adding just one additional server per site.
We will say that an online algorithi is +-1-serverc-competitive ifA guarantees that l hasB; +1 servers
at each sitg then the cost ofA’s assignment is at mosttimes the cost of the optimal assignment assuming
B, servers at each site Then a+1-serverc-competitive algorithm would be - d-competitive on instances
where adding one server per site does not change the optstabyg more than a factor of

In this paper we consider a natural deterministic onlin®@@igm that we call Balancing of Displaced
Servers (BODS). Intuitively, BODS prefers using serveesithat have serviced less requests (of positive
cost), as did the modified greedy algorithm in [8], but for B®his preference is only relevant in the case
of exact ties.

BODS Description: BODS always assigns the request to a nearest server wittuedsiapacity. BODS
breaks ties among closest servers by assigning the requasterver site that has been to date assigned the
least number of requests with positive cbdf.a tie remains, BODS uses the first server site with residual
capacity in some arbitrary ordering of the server sites.

'Note that this is not the same as assigning the request titéttbat has serviced the least requests so far, since ageausite
j costs nothing if assigned to sife



From what is known to date about online transportation anttinag, the hardest metric space for the
online algorithm is always the star. The results in [3, 12] ba viewed as a reduction from a general metric
space to the star via HST's. So we begin by first consideriegstar metric space. We show BODS is
+1-serverO(log k)-competitive for online transportation in a star. We founslrprising that such modest
resource augmentation drops the competitive ratio so dieatlg, from linear ink to logarithmic ink. We
then show that BODS is essentially optimally competitivehaflis, we show that there is nel-server
o(log k)-competitive deterministic online algorithm for onlin@tisportation on a star. We then generalize
our analysis to show that BODS-isl-serverO(log k)-competitive for online transportation ori@ k-HST.
Our proof proceeds by induction on the height of the HSTpfelhg the same general structure as the proof
in [12]. However the introduction of resource augmentatdds some technical difficulties. For example,
when the analysis in [12] considers the subinstances ontitee®s of the root, we now have to be concerned
about the possibility that in some of these subinstances #re more requests than servers available to the
adversary, and thus there is no feasible optimal solutidinomit resource augmentation. Using the results in
[1, 4], we obtain at+1-serverO(log® k)-competitive randomized algorithm for online transpadator an
arbitrary metric space against an oblivious adversary.

Our results extend those in [3, 12] in two ways: (1) For adpitrmetric spaces, our analysis holds for
the more general online transportation, not just for theigppease of online matching, and (2) for stars and
HST's, we obtain a deterministic bound on the competititirmstead of a randomized bound against an
oblivious adversary. Of course these extensions come abitef requiring modest resource augmentation.
Admittedly these extensions will not generally be viewedgasat contributions because (1) for general
metric spaces, it is quite plausible the analysis in [3, Tjld extend (with some more involved analysis) to
online transportation, and (2) HST’s are rather specidlinetric spaces. It is common that the most lasting
contribution of many papers is the interesting questioas tiaturally arise from the paper, instead of the
actual results in the paper. In our humble opinion, we beliiat this is likely the case for this paper. The
interesting question that naturally arises here is:

Is there a +1-server poly-log-competitive deterministic algorithmfor online transportation on
an arbitrary metric space?

Intuitively the star is the hardest metric space, and therdenistic +1-serverO(log k)-competitiveness
result for a star should extend to an arbitrary metric spd&et current metric embedding techniques do
not seem sufficient to address this question. One can obtpolyalog-competitive deterministic offline
algorithm by deterministically generating a collectiontT's, and then using the tree that gives the best
results [2]. But it is not clear how an online algorithm shbldarn or construct the right metric embedding
online as it sees requests. So it seems like the above guestitd well be a vehicle to extend the current
understanding of metric embeddingsAlternatively, if it somehow turned out that there is ad-server
poly-log-competitive deterministic algorithm for onlitr@nsportation on an arbitrary metric space, then this
would be interesting because it would be the first examplenodrdine matching/transportation problem
where the hardest metric space was not a star.

2 Online Transportation on a Star

In this section, we assume that theerver sites are at the leaves of a star. We show that BOB$-server
O(log k)-competitive on a star, and that this is essentially the pessible result that one can obtain. We
start with the lower bound.

2We are aware of the result in [5] that gives a deterministiinenalgorithm that uses a collection of HST’s and is polg-lo
competitive. In the algorithm in [5]og & different HST's are generated a priori, and then the onligeréghm always uses an HST
that is gauranteed to approximate the distance betweetsghat arrive online. This does not work for online matchamgl online
transportation because it essentially simulates the gralgdrithm, which is not competitive in a general metric spa



When a request arrives at a leaf, and a server from the leafssitssigned to the request, we refer to it
as alocal serviceor local assignment. If a request arrives at a leaf site and a server from a diftdeaf site
is assigned to the request, we call itemnote service or remote assignment. Thus, all root requests cost 1
to service, a leaf request servidedally costs 0, and a leaf request servicenhotely costs 2. A request is
called anexcess request if it arrives at a server site after B; requests have already arrived at sitédence,
the only requests that optimal will pay for are those thavarat the root and those that are excess requests.
We defineC'4 (1) to be the cost of algorithm on input!.

2.1 The General Lower Bound

Theorem 1 Thereisno deterministic +1-server o(log k)-competitivefor online transportation on a uniform
star with & leaves.

Proof: Consider the input instance where for all sijgor 1 < j < k, we haveB; = b. Assume that the
online algorithm hag extra servers per site (so we will eventually use 1 to prove the statement of the
theorem). Letr be an integer value to be set later. Firgdirequests arrive at the root node, then continue to
arriveb at a time at the next leaf with the fewest remaining availablwers until a total oB = bk requests
have been made. Call each seboéquests made from a leaf nodhia

First note that the cost of the optimal offline solutiép pr is alwayszb since it knows the request
sequence in advance and for the requests from each hit itesdrve local servers from that site. So it
services therb root requests using the remaining servers that are notdgimegerved. Then it will be able
to service requests from each hit locally. The adversatyaegy finds a value for that maximizes the
competitive ratio.

Sincexb requests are initially made from the root node, and theré/atetal requests, there akte— «
total hits. Letf(:) forall 1 < i < k — = be the maximum (over all un-hit server sites) afterihif the
number of servers that have been used at any site by the @ijogthm. Definef(0) to be the maximum
number of servers used at any site by the online algorithrthiinitial b root requests. Defingi) as the
number of requests in hitthat are serviced remotely (at a cost of 2) by the online d@lgor. By definition
of f(i) and the adversarial strategy outlined above, we knowdfiat= f(i — 1) —eforl <i < k — z,
where we subtract from f(i — 1) because there ate+ e servers at each of the server sites allowing us to
servicee extra requests locally.

After hiti, for 1 <1i < k —x, b+ ib total requests have been made, whereas at iffoste) have been
used at the sites that have been hit so far. That leaves at least i)b — i(b + e) servers missing at the
remainingk — 4 unhit sites. So, by the pigeon-hole principle, foK i < k — =,

(x+i)b—i(b+e) axb—ie

piy > EEDHrS Bt

By the definition ofc(:), the total costCoy of the solution returned by any online algorithtnV is
therefore:

k—x k—x
Coy = ab+2) c(i) = zb+2) (f(i—1)—¢)
=1 =1

k—xz—1 .
zb — ie
b+ 2 — = zb+ 2(zb—ek)(H, — H,).
xb + ;(k:—i e) xb+ 2(xb — ek)(Hy, )

Con S xb+ 2(xb — ek)(Hy, — Hy) > 149 1_% lnk‘—l-l_l
Corr — b - b z ’

v

Thus,

By choosingr = max {1, 2¢:}, we get the following two cases.



k
Case 1:b > 2ck. Thenz — 1and <O > 1 42 (1 - e—) (In(k+1) — 1) > Ink.
Copr b

Case 2:b < 2¢k. Thenz = 2¢k ong Con >142 o2 EEDE zlnﬁ.
b oPT 2 2¢k 2¢

: b
Putting both cases togeth C.ON > min <ln k,1n —> .
OPT 2e

2.2 BODS on the Star

A live site is a site with at least one server still unassigneded# site is a site whose servers have all been
assigned, so there are no more available at that site taseamy future requests. A server is caltisplaced

if it has been assigned to a remote request. We defiegtracted instanceto be one where: (A) no more than
B, requests arrive at server sjtg(B) no request is serviced locally by BODS, and (€jequests arrive. We
now show, without loss of generality, that we may restriatanalysis of BODS to restricted instances.

Lemma 2 If there is an instance I for which the +1-server competitive ratio of BODS is at least ¢, then
thereisarestricted instance I’ for which the +1-server competitiveratio of BODSisat least c.

Proof: We consider the restrictions in order. First consider ietsn (A). Consider request numb&¥; + i

to sitej. If ¢ > 1 then this request i’ will appear at the root instead of at This modification will not
change how BODS services requests. This will lower the dBO®DS and optimal by 1 each, which will not
decrease the competitive ratio.il&= 1 andB; > 0 then we decrement the value Bf in I’ by 1, and there

is no corresponding requestih This modification will not change how BODS services othguests, and
does not change the cost to BODS. To see that the cost of theadsiblution does not increase, fet j

be a site that was assigned one of e+ 1 requests af3;, andr be the request serviced by the deleted
server at sitg, in the optimal solution. The requestan now be assigned to sktewith no increase in cost.

If i = 1 andB; = 0 then remove this server site and the request.iThis changes neither the assignments
of BODS to the other requests, nor the cost to BODS. Furthemptimal cost does not go up.

We now consider restriction (B). Letbe a leaf request ih that arrives at a sit¢ and is serviced locally
by BODS. We creaté’ by removingg from I, and decrementing; by 1. This does not change how BODS
services the requests, nor the cost to BODS. This also dadmarige the cost in the optimal solution because
we know that there are are at mdsf requests at sit¢in the input, and thus the optimal solution serviges
locally on inputl.

We consider restriction (C). For any instance with fewentBarequests, the optimal solution must have
servers left unassigned. For each unassigned server imptimead solution, another request can arrive at its
site. This does not change the cost of the optimal solutiot véll not decrease the costto BODS. =

Theorem 3 BODSis +1-server O(log k)-competitive for online transportation on a star with & leaves.

Proof: By Lemma 2, we need only consider restricted inputs. Fortitotal convenience, we relabel the
sites based on the number of servers at each site as wellagéiking order. In particular, we label the sites
sothatB; < By < ... < By. Furthermore, we label them such thalif = B;,, then sitej comes earlier
than sitej + 1 in the tie-breaking order. Let; be the number of servers that sitess augmented by in our
online setting for BODS. Eventually we will set eaehto one, but we believe that it is instructive to leave



thee;’s as variables in the proof. The only property that we neeitheé;’s is that they are non-decreasing,
thatis,e; < €it1-

We claim that the server sites die in order of increasingmit@mber. To see why, remember that each
request in a restricted input is remotely serviced by BOD&isTthe first requests must be root requests, and
BODS will choose to assign servers from server sites in adaahin fashion. Root requests will continue
until site 1 is dead. We know that site 1 will be the first to diece we have numbered the sites in non-
decreasing order of the number of servers at each site, atitkinase of sites with the same number of
servers, we have taken care to assign lower numbers to Baeare earlier in BODS's tie-breaking order.
After site 1 is dead, again since BODS services all request®tely, all successive requests must arrive at
either site 1 or the root until site 2 is dead, and so on.

Defineround 0 to be the sequence of requests from the first request upsitetil is dead. Foi > 1,
define round to be the sequence of requests after round up until site; + 1 is dead, or until a total o3
requests have been made, whichever comes first. Bdy, letr; be the number of requests in roundNote
that round O consists only of root requests, whereas forl, round: may consist of both root requests and
leaf requests at dead sites.

Let m be the round in which th&th request appears. Note tHak m < k — 1 since siten + 1 diesin
roundm and there are only server sites. Fof = 1...m, letz; be the number of root requests in round
Note thatry = rg and0 < x; < r; for 1 < i < m. Recall that until the end of rounid requests are made
only at the root and the firgtdead sites. The number of root requests through r@limgjézl x;. Since the
input is restricted, there are at mdsf requests on sitg. Thus, the number of leaf requests through rouind
is at mostZé:1 Bj. Soforl <i<m,

K3 K3

Yo <D (Bj+w)). (2.1)

Jj=1 Jj=1

Note thatrg + Z;”Zl x; is the number of total root requests in a restricted inpu& testricted input the
optimal solution only pays for root requests. Hence,

Since BODS pays at most 2 to service a request, then

m m
Cpops(I) <2B<2|ro+ Y z;+ ) B,
J=1 j=1

We now formulate the number of requests in each round.okdbe the position of site 1 in BODS’s
tie-breaking order on the sitéghroughk. Since no site has fewer thdh + e; servers, and there akssites,
there must be

rog = e1k + (Bl — 1)](3 + aq

requests before site 1 is dead. To see this, note that a fatakervers at each site are assigned after the first
e1k requests, and; — 1 more servers are assigned from each site after the(iigxt 1)k requests, and the
By + eqth server of site 1 is assigned after anotherequests.

Similarly, since at the beginning of rourgonly k — i sites are alive, lat; . < k — i be the position of
sitei + 1 in BODS's tie-breaking order on the remaining sites 1 throughk. The number of requests that
are in round is then

ri=(k—i+1—0o;)+ (Big1+ i1 — (Bi+ ;) —1)(k — 1) + aiq1,

6



for 1 < i < m. To see why, consider two cases.
Case 1 B;11 > B;). We needk — i + 1 — o requests to finish clearing thi¢; + e;th server at each of the
remainingk — i + 1 — «; sites. We then need anoth@s; 1 + e¢;+1 — (B; +¢;) — 1)(k — i) requests to use
up all but one server at the site(s) with  + ¢;,1 servers. Finally, we need; . ; more requests to reach the
B;11 + e;11th server of sité + 1 in the tie-breaking order.
Case 2B;11 = B;). Thek — i+ 1 — o; requests will finish clearing off th8; + ¢; = B;11 + e;11th server
at the remaining — i + 1 — «; sites. Then reverting — i requests brings us to the point where only the first
B; + e; = B;i1 + e;r1th server at any site was used (this site may or may not be sitedlwe needy;, 1
more requests which, by definition af, 1, bring us to the point where th®; | + e; 1th server of sité + 1
is used.

Thus, forl < < m,

o= ((k—j+1—ay)+ (Biyr+ejr1 — (Bj+¢;) — 1)(k — ) + aj41)
- t

=k —a1+ (Bip1 +eirn)(k—i) = (Bi+e)k+ > (B +ej) — (k=) + iy
j=1

Substituting into 2.1 then solving fd8; . ; gives us that for all wherel < i < m,

Bk + 23:1 Tty — Qi — i n erk — 23:1 €j — eir1(k —1)

Bt - k—i
Bik+ Y,z ek =Y ej—ein(k—i
< %JFH 1 Zj_lkj . k) becauser; < kanda;i; > 1
— —1
Blk‘+ i'_ €
< %%—14'61—%4-1 because; <e; < ... <eg
— 1
Bik+ Y%, x;
k—1
Recall that
m
Cpops(I) < 2 T0+Z$j+ZBj+1 ’
Bk m—1
<y TOJFZ%JFZMJF 1] by(22)
j=1 7=0 =0
m—1 m—1 1

IN

2 (COPT(I) + Copr(I)In
< (2 Ink +4)COPT(I) sincem < k — 1.

n)

Hence the result follows. [
The following lemma will be useful in our analysis of BODS o®Hs. The proof mimics the proof of
Theorem 3.

Lemma 4 In astar, the number of requests serviced remotely by BODSisat most 2 In & +4 timesthe number
of requests serviced remotely by any optimal assignment with B; servers per site.



3 Generalizationto HSTs

We now generalize this result to one on hierarchically sepdrtrees. The theorem and proof presented in
this section are based on that of section 3 in [12].

Definition 5 An a-hierarchically separated tree («-HST) isa rooted tree 7' = (V, E) with a distance func-
tion on the edges such that

1. If two nodes are siblingsin thetree, they are both the same distance from their parent.
2. Thedistance froma nodetoits parent is « times the distance of the node to its child.
3. All leaves are at the same level of thetree.

To enable us to analyze BODS when the metric space is an HSdefiree a variation of our original
problem. The results we obtain on this variation will traelback to the original problem. Let our original
transportation problem be referred to as TRN. Recall thaiRN the input request sequence was made up
of at mostB requests, one request for each server that OPT has. We now tlefiproblem TRN2 to be the
same as our original problem except for the following modifiens. The input request sequence may now
have up toB + k requests (the number of servers available to BODS). At ang,tto service a request, an
algorithm may choose to paysarvice feeinstead of assigning a server to the request. The cost oéthies
fee is defined to be the length of the path from the requeshaadot of the tree, to a leaf of the tree. For
example, if a request appears at the root of the tree, thizcedbe is equal to the root to leaf distance in the
HST. As another example, if a request appears at a leaf ofdhethe service fee is equal to twice the root
to leaf distance in the HST.

We must now describe the algorithm BODS for this new probl&@DS will always assign a server
to a request, never choosing to pay the service fee. To classrver, BODS behaves exactly as described
above.

Note that the service fee is always an upper bound on the €sstycing a request using a server. The
service fee is set intentionally high so as to deter the agtafiline algorithm from choosing to pay a service
fee over choosing to assign a server to the request. Thusayessume that the optimal offline algorithm
chooses to pay the service fee for a request only when it uinsfeervers.

Lemma 6 If BODSis +1-server c-competitivefor TRN2, then BODSis +1-server c-competitive for TRN.

Lemma 7 There existsa worst-caseinput instance I in TRN2 against BODSin which OPT does not pay any
service fees.

Theorem 8 BODSis +1-server (81nk + 10)-competitive for TRN2 when the metric spaceis an a-HST T’
wherea > 41lnk + 9, the server sitesare at the leaves of T', and the requests arrive at the leaves or at the
root of T'.

Proof: By lemma 7, we need only consider input instances;i o where OPT does not pay any service
fees, or in other words, where there are at nidsequests.

The proof is by induction on the number of levelslin The base case is the uniform star metric, which
we already proved in Theorem 3. For the inductive step, wevghat if the theorem is true for each subtree
S; of T that is rooted at child of the root ofT", 1 < 7 < %, then it must be true fdf itself.

To be more precise, |éf be the height of’, let.S be anya-HST of heighth < H — 1 with server sites
at the leaves, and €t 4. (S) be the cost of running the algorithm ALG on any input sequeicequests
at the leaves or root of. We assume that’zops(S)/Copr(S) < 81Ink + 10 holds for anyS, and show
that this assumption implies that for aayHST T of heighth + 1, Cpops(T)/Copr(T) < 81nk + 10.



Let § be the distance from, the root ofT’, to each of its children. Let = Zfi;l 1/a%, whereH is
the number of levels ii". Note that,(3 + 1)¢ is the distance from to a leaf of7" and 3¢ is the distance
from one ofr’s children to one of the leaves @f descendant from that child. Let; andm, be the number
of times that OPT and BODS (respectively) assigned servessibtreeS; to requests that aneot in .S;.
Letm* = 37 ,mfandm = ) 7, m;. Som* andm are the number of servers that OPT and BODS,
respectively, assign to requests outside their subtreesS‘ZT_ be the instance on subtrég defined by the
servers off" in S;, and a subsequence of the requests of the input sequehdbat consists of requests that
are serviced by BODS using serversSin where requests outside §f are replaced by requests at the root of
S;. Note that there aren; replacements. Note thé&t is ana-HST with depthH — 1. Let SZ.B be the instance
on subtree5; obtained fromS;" by removing then; requests at the root ;.

It is the case that

Cpops(T) < ZCBODS(S;_) + Z((ﬁ +1)d + 0)m;. (3.3)

i=1 i=1

To justify this, first note that the second term of the rightdhaide reflects (for each subtree) times the
distance from the requests outsiglgat the leaves df) to the rootr of 7', then down to the root of;. Also,
remember that by definition of BODS there are no requests ficmBODS pays a service fee. Thus, any
requests is assigned by BODS to a servgrlf servery is in subtreeS;, thenz belongs toS‘Z.*. If x appears
in S;, the cost of servicing: is accounted for in théth summand in the first summation. if appears in
another subtree or at the rootBf then the cost of servicing is accounted for in th&th summand in both
the first and the second summations.

Let R = 81Ink + 10. By the inductive hypothesis, we know that for alK ¢ < z,

Cpops(S;) < R-Copr(S]"). (3.4)
Itis the case that
Copr(8;) = Copr(SP) + Bom,. (3.5)

To see why, recall that the requestsdji are (by definition ofS”) the same as the requests3fi with m;
requests added at the rogts is the distance from the root &f; to a leaf inS;. Note thatO PT’s cost for
any root request it;" that it chooses to pay a service fee for is abigo Thus, whethe© PT services a root
request by assigning a server to it or paying a service fee;dhbt is at mosts. And O PT’s cost on all leaf
requests irs;"” will be the same as its cost (including any service feesy8n

By (3.3), (3.4), (3.5), and the definition of,

Cpops(T) < RY _ Copr(SP) + (RBS + 26 + 35)m. (3.6)
i=1

Now all we have left to show is that the right hand side of (&6gss than or equal t8 - Copr(T).
We start by observing that

COPT(T) > ZCOPT(SZB) + om”*. (3.7)
=1

This inequality holds by the following reasoning. All regteserviced locally by OPT a${® will be serviced
locally by OPT orfl" in the same manner. The requests that OPT must pay a fee$¢t imust cost OPT on
T a price of2(3 + 1)d (the distance from a leaf up to the root and back down to a,ledtile only costing
OPT onS? a price of2/36 sinces; is one level shorter thaii. This leaves at least an ext?d that OPT



has to pay for each of these request¥bnNe also know thaO PT'(T") pays(S + 1)d for each of the root
requests that get counted intg*. Both of these costs exceédand these are all the requests that comprise

m*

Let R,, = 2Ink + 4. By our assumption that > 2R,,, + 1, we have

h—1 1 1

ﬁzgl/aisl_l/a—lza_ls1/(2Rm>. (3.8)

Note thatR = 4R,,, + 2. Using this fact along with 3.8, we have

R = %R + 2R, +1> %R(2Rmﬁ) + 2R + 2R = Ryn(RB+2+28) > Rpn(RB+2+3). (3.9)

We now need to relate the valugsandm*. Recall that BODS always services requests as locally as
possible. If we think of a request that is matched to a serv#rimits own subtree as bpcal assignment,
we can reduce this input instance 6rio one on the uniform star, where the subtree® @fre the leaves of
the star. Since all inputs under consideration have at masrvers, this reduction will be an instance of the
problem from section 2. Therefore by Lemma 4, we know that

m < Ry, -m". (3.10)

Finally, by combining 3.6, 3.7, 3.9, and 3.10, we h&Ygops(T) < R - Copr(T). [ ]
Combining Theorem 8 with Lemma 6 immediately gives us thimfahg result.

Theorem 9 BODS s +1-server (81nk + 10)-competitive for TRN when the metric space is an a-HST T’
wherea > 41Ink + 9, the server sitesare at the leaves of the tree, and the requests arrive at the leaves of 7.

4 Generalization to any metric space

We are now ready to extend our results to any metric spacenisdt server sites and plus one server per
site for the online algorithm. In the general metric, theussts are no longer restricted to arriving only at
existing server sites. Requests can now arrive at any pothei metric space.

We now present GBODS, an algorithm for the online transpiorigoroblem in any given metric space.
The new algorithm is as follows: first use the procedure givefd] to generate a randortd + 4Ink)-
HST, call it T, from the metric induced on thke server sites. Then, whenever a requgstrives in the
original metric space, we find its nearest server site, aadtera new request there, calling/it Let Q =
{¢1, @2, . . ., qp} be the sequence of requests that arrive, an@let {¢}, ¢, . . ., ¢z} be the corresponding
set of requests created at the server sites nearest to thestedn. Let 7'(Q’) be the inputinstance on HST
T with request sequend@’. We use BODS of’(Q’) to find an available servex, for eachq, in Q. We
then assign each serv€rto each original request in Q.

Fakcharoenphol et al [4] showed that any metric space pdints can be approximated by a randomly
generatedv-HST where the points in the metric will be at the leaves ofttke, and the expected distance
between points in the tree will be no more thatvg n times their original distance. Applying this fact along
with our Theorem 9, and losing a constant factor due to agiitins of the triangle inequality when mapping
the solution of inputl’(Q’) back to the points of in the original metric space, we have the following
theorem.

Theorem 10 In expectation, the algorithm GBODSis + 1-server O(log® k)-competitive for the online trans-
portation problem.

Acknowledgments: We thank Anupam Gupta for helpful discussions about onliméching and metric
embedding techniques.
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